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1. Introduction

Visual information is a primary channel through which humans perceive, interpret, and
understand their surroundings. In technical systems, cameras serve an analogous function: they
capture optical information and convert it into digital data that can be processed, transmitted,
analysed, and reconstructed. Conventional imaging systems, however, record only a two-
dimensional projection of a scene. During image formation, the radiance arriving from all
directions within the lens aperture is integrated onto each sensor element, so that the resulting
image preserves spatial intensity information while the directional structure of the incident light
is irreversibly lost. Consequently, conventional images provide only limited information about
depth, occlusions, view-dependent appearance, and the three-dimensional arrangement of
objects in the scene.

Light field imaging overcomes this limitation by recording both the spatial and angular
distribution of light rays, providing a sampled representation of the plenoptic function [Adelson
& Bergen, 1991]. Rather than describing a scene solely in terms of image coordinates, a light
field expresses radiance as a function of both position and direction. In the widely used two-
plane parameterisation, each ray is uniquely identified by its intersections with two parallel
planes, yielding a four-dimensional function L(u, v, s, t). This richer representation enables a
range of computational operations that are impossible with a single conventional image,
including post-capture refocusing, depth estimation, novel view synthesis, and three-
dimensional scene reconstruction. The two-plane representation of the light field is illustrated

in Figure 1.
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Figure 1. Two-plane light field parameterisation, where each ray is represented by its intersection coordinates on
two planes.

The ability to capture and process multi-view information is highly relevant for modern visual
technologies. Applications such as virtual reality, augmented reality, immersive
communication, robotics, autonomous perception, object digitisation, and 3D scene modelling
require more than a single image of a scene. They require an understanding of how scene
appearance changes when the camera moves. This is especially important in sparse-view
imaging, where only a limited number of views are available. Sparse acquisition reduces



hardware complexity, storage requirements, and acquisition time, but it also introduces missing
angular information that can reduce reconstruction quality.

The dissertation thesis focuses on this problem by developing an adaptive computational
imaging framework for sparse light field modelling, neural view synthesis, and dense 3D scene
reconstruction. The work follows a complete processing chain, beginning with multi-camera
acquisition and continuing through reflectance-aware analysis, computational refocusing,
super-resolution, pose-guided novel view synthesis, CNN-LSTM-based view generation, and
3D reconstruction. The overall concept of the proposed end-to-end reconstruction pipeline is
shown in Figure 2.
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Figure 2. Proposed end-to-end pipeline for adaptive light field processing, sparse view enhancement, novel view
synthesis, and 3D scene reconstruction.

The central idea of the thesis is that sparse multi-view data can be improved before being passed
into reconstruction algorithms. Instead of relying only on the physically captured views, the
proposed framework generates additional geometrically meaningful novel views. These
synthesized views increase angular coverage and provide additional photometric and geometric
constraints for reconstruction methods. In the experiments, the original dataset of 25 captured
views is expanded to 35 views by adding 10 CNN-LSTM-generated novel views.

The thesis also considers that 3D reconstruction quality is not determined by a single isolated
step. It depends on the complete imaging and processing pipeline. Multi-camera acquisition
determines the available angular information. Reflectance behaviour influences
correspondence stability. Refocusing affects depth-selective representation. Super-resolution
improves spatial detail. Novel view synthesis increases viewpoint density. Finally,
reconstruction frameworks use the available views to estimate scene geometry and appearance.



Therefore, the proposed approach treats sparse light field reconstruction as a connected
computational imaging problem rather than as a single reconstruction task.

2. Aims of the Dissertation Thesis

The aims of the dissertation thesis were formulated according to the limitations of sparse light
field imaging, neural rendering, and 3D scene reconstruction. The general objective was to
develop a computational framework capable of improving sparse multi-view data and using
the enhanced data for more accurate novel view synthesis and three-dimensional
reconstruction.

The specific aims of the dissertation thesis were as follows:

1. Formulation of a reflectance-aware surface characterization mechanism for complex
real-world scene analysis.

2. Establishment of an enhanced computational refocusing framework for light field
image reconstructions.

3. Design of a multi-view angularly guided spatial resolution enhancement strategy for
light field sub-aperture images.

4. Construction of an adaptive and intelligent multi-view acquisition architecture for
viewpoint-aware image capture

5. Enhancement of sparse-view novel view synthesis and 3D reconstruction under limited
angular observation conditions

6. Investigation of sequential pose dependencies for learning camera trajectory continuity
and view-dependent transformations

7. Development of a geometry-aware pose-guided sparse-to-dense view densification
mechanism

8. Establishment of a generalizable sparse-view enhancement framework compatible with
multiple reconstruction pipelines

The main research assumption is that sparse-view reconstruction can be improved by learning
additional views that are consistent with the original camera trajectory. These generated views
are not treated as independent ground truth observations, but as additional view-augmentation
inputs that reduce angular sparsity and support the reconstruction process.

3. Current State of the Problem

Light field imaging has developed from theoretical radiance representations into practical
acquisition systems and neural reconstruction methods. Early light field and Lumigraph
representations introduced the idea of storing visual information as a structured set of rays.
Plenoptic cameras then made it possible to capture angular information using microlens arrays
placed in front of the sensor. Focused plenoptic cameras improved spatial resolution by
changing the optical arrangement of the microlens array. Multi-camera arrays later extended
the same concept by capturing several views from physically separated camera positions.



Despite these developments, light field imaging still faces several important limitations. One
of the most important is the trade-off between spatial and angular resolution. Plenoptic cameras
divide sensor resolution between spatial image detail and angular sampling. Multi-camera
arrays improve viewpoint diversity but require more hardware, calibration, synchronisation,
and data storage. Sparse multi-view systems reduce these practical requirements, but the
reduced number of viewpoints creates angular gaps that negatively affect refocusing, view
synthesis, and reconstruction.

Another major problem is surface reflectance behaviour. Many classical and neural
reconstruction methods work best when surfaces are Lambertian, meaning that their
appearance remains nearly constant when observed from different viewpoints. This assumption
simplifies stereo matching, depth estimation, and radiance-field optimisation. However, real
scenes often contain specular, glossy, transparent, or partially reflective regions. These non-
Lambertian effects produce view-dependent intensity changes. Such changes can be wrongly
interpreted as geometric variation, which leads to errors in correspondence estimation, depth
recovery, novel view synthesis, and 3D reconstruction.

Sparse-view reconstruction is also strongly influenced by the quality of the input images. If the
captured images are blurred, low resolution, poorly focused, or affected by view-dependent
artefacts, then the reconstruction algorithm receives weak or inconsistent information. For this
reason, preprocessing stages such as refocusing and super-resolution are important.
Computational refocusing can improve the depth-selective representation of the scene, while
super-resolution can recover spatial detail that may be lost due to limited sensor resolution or
downsampling.

Neural rendering methods such as NeRF and explicit scene representations such as 3D
Gaussian Splatting have significantly improved novel view synthesis and 3D scene
reconstruction. However, these methods generally perform better when a sufficient number of
calibrated input views is available. Under sparse-view conditions, they may produce blurred
geometry, incomplete surfaces, unstable texture, and artefacts in occluded regions. Methods
such as LLFF and DietNeRF address parts of this problem, but they can still benefit from denser
viewpoint coverage.

Therefore, the current state of the problem can be summarized as follows: sparse acquisition is
practical and efficient, but it does not provide enough angular information for high-quality
reconstruction by itself. A more complete solution must combine acquisition design,
reflectance analysis, refocusing, super-resolution, pose-guided view synthesis, and
reconstruction into a coherent framework.

4. Adaptive Computational Imaging for Sparse Light Field
Acquisition and Enhancement

This section describes the proposed adaptive computational imaging approach for acquiring
and improving sparse light field data. It connects multi-camera capture, reflectance-aware
analysis, refocusing, and super-resolution as preparatory stages for reliable novel view
synthesis and 3D scene reconstruction.



4.1 Multi-Camera Acquisition and Light Field Data Formation

The first stage of the dissertation addresses the acquisition of sparse multi-view image data,
which constitutes the empirical foundation of the entire processing pipeline. The objective of
multi-camera acquisition is to observe the same scene from multiple calibrated viewpoints so
that both spatial and angular information are jointly sampled, yielding data that can be
organised as a four-dimensional light field in which two dimensions index spatial image
coordinates and two dimensions index the viewpoint position on the camera plane, consistent
with the two-plane parameterisation introduced earlier. In contrast to a single conventional
camera, a multi-camera system affords explicit control over the angular sampling geometry:
camera positions, inter-camera baselines, viewing directions, and sensor orientations can be
configured according to the requirements of the downstream reconstruction task. This design
space, however, is governed by fundamental trade-offs. Wider baselines increase disparity
resolution and thus depth sensitivity, but simultaneously aggravate occlusion effects and
complicate inter-view correspondence matching; narrower baselines yield smoother angular
transitions and higher view coherence at the cost of reduced depth discrimination. The
acquisition architecture must therefore be co-designed with respect to both mechanical and
optical feasibility and the constraints imposed by computational reconstruction.

To this end, the dissertation investigates several adaptive multi-camera rig configurations,
including structured mounting geometries engineered to maximise angular diversity while
ensuring stable and repeatable viewpoint coverage. The role of these arrangements is to acquire
a sparse yet geometrically informative set of views, in which each camera observes the scene
from a slightly displaced vantage point. Collectively, the captured views constitute a sparse
light field: an angularly undersampled representation that does not enumerate all possible
viewpoints, but that nevertheless encodes sufficient angular information to support camera
pose estimation, reflectance behaviour analysis, intermediate view generation, and, ultimately,
dense three-dimensional scene reconstruction. The sparse light field thus serves as the common
data substrate upon which all subsequent stages of the proposed framework operate.

In the experimental work, both self-captured and benchmark datasets were used. The self-
captured scenes included objects such as Mouse, Plant, and Camera Box. The camera was
moved around the object in a controlled manner to obtain multiple viewpoints. In addition,
benchmark scenes such as Fern, Horn, Dinosaur, and Bunny were used to compare the
behaviour of the proposed method across different types of geometry and appearance. After
image acquisition, camera pose estimation becomes essential. Camera poses describe the
position and orientation of each captured view. These poses are required for view interpolation,
view extrapolation, and 3D reconstruction. In the dissertation, COLMAP was used to estimate
camera parameters and generate sparse point clouds from the captured views. The original
camera poses and corresponding COLMAP point cloud are shown in Figure 3.



Figure 3. Original camera poses and corresponding sparse point cloud generated using COLMAP.

The estimated camera poses provide geometric priors for the following stages of the proposed
framework. They allow the system to understand the camera trajectory and to synthesize new
views at meaningful intermediate or extrapolated positions. Without this pose information, the
generated images would not be geometrically connected to the physical acquisition setup.

4.2 Reflectance-Aware Surface Characterization

The second stage of the framework analyses surface reflectance behaviour. In multi-view
imaging, different materials behave differently when observed from changing viewpoints and
light reflection. Lambertian surfaces have relatively stable appearance across views. Non-
Lambertian surfaces, such as shiny, reflective, transparent, or glossy materials, change their
intensity and colour depending on the viewing direction. Partially Lambertian surfaces contain
both stable diffuse components and view-dependent components.

This distinction is important because many reconstruction algorithms assume that the same 3D
point has similar appearance in all views. When this assumption is violated, the algorithm may
confuse reflectance changes with geometric differences. This can lead to incorrect
correspondences, unstable depth estimates, and reconstruction artefacts.

The dissertation proposes reflectance-aware surface characterization based on angular intensity
variation. The main idea is that stable surfaces show low angular variance across views, while
view-dependent surfaces show higher angular variance. By measuring how pixel intensities
and local image features change across the angular dimension, it becomes possible to classify
scenes or regions as Lambertian, non-Lambertian, or partially Lambertian. The angular
variance maps used for reflectance analysis are shown in Figure 4.

This stage provides important information for the later parts of the pipeline. If a region is
classified as Lambertian, it is more reliable for matching, refocusing, super-resolution, and
reconstruction. If a region is classified as non-Lambertian, the processing pipeline must treat it
more carefully because view-dependent appearance changes may not correspond to true
geometric changes.
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Figure 4. Angular variance maps representing changes of pixel intensities across different views for reflectance-
aware surface characterization.

The colour bar shows the angular variance values of pixel intensities across different views,
ranging approximately from 1000 to 10000. Blue colours represent lower variance and more
stable Lambertian appearance, while yellow/red colours represent higher variance caused by
stronger viewpoint changes, edges, occlusions, or reflectance effects. The reflectance analysis
therefore acts as an interpretation layer between acquisition and reconstruction. It does not
directly reconstruct the scene, but it improves understanding of the input data. This is useful
because sparse light field reconstruction is sensitive not only to the number of views, but also
to the material or surface behaviour of the observed scene.

4.3 Computational Refocusing of Light Field Data

Light field refocusing is the process of changing the apparent focal plane of an image after
acquisition. This is possible because light field data contain angular information. By shifting
and integrating rays from different viewpoints, the image can be computationally focused at
different depths. Refocusing is important for depth-aware visualization, scene understanding,
and the preparation of input data for later reconstruction stages.

The dissertation evaluates two refocusing approaches: FFT-based refocusing and Multi-Plane
Image-based refocusing. FFT-based refocusing operates in the frequency domain and is
connected to the geometric structure of light field data. It can generate smooth focal stacks and
is computationally elegant. However, because it relies on global frequency-domain operations,
it may blur fine details and reduce the sharpness of object boundaries. The Multi-Plane Image
approach represents the scene using several depth layers. Each layer contains colour and
transparency information, and the final refocused image is generated through compositing. This
representation is better suited for preserving local structure, depth discontinuities, and
occlusion boundaries. The complete refocusing pipeline, including the FFT-based and MPI-
based paths, is shown in Figure 5.

FFT-based refocusing generates smooth focal transitions through frequency-domain shearing
and angular integration, but its global formulation often weakens sharp edges, fine textures,
and occlusion boundaries.

10
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Figure 5. Light field refocusing pipeline showing FFT-based and MPI-based refocusing paths.

The proposed MPI-based refocusing addresses this limitation by representing the scene as
discrete depth layers with colour and opacity information, which are warped and composited
according to disparity. This geometry-aware formulation preserves object contours, surface
details, and depth discontinuities more effectively, making it more suitable for sparse light field
enhancement, novel view synthesis, and 3D reconstruction.The importance and novelty of this
work lie in evaluating these two fundamentally different refocusing paradigms under the same
light field processing framework and showing that refocusing is not only a visual post-
processing step, but an important intermediate stage for later super-resolution, novel view
synthesis, and 3D reconstruction.

The thesis results show that MPI consistently achieves stronger Laplacian variance and
Tenengrad focus scores than FFT-based refocusing, confirming higher edge preservation and
gradient fidelity; for example, the Laplacian score increased from 3.46 to 116.63 in the Statue
scene and from 11.76 to 86.40 in the Box scene. This demonstrates that FFT-based refocusing
has limited suitability for structurally complex light field scenes, because its global frequency-
domain formulation can suppress local edges, fine details, and occlusion boundaries. In
contrast, the MPI-based approach introduces a more novel and geometry-aware refocusing
strategy by modelling the scene through discrete depth layers and compositing them according
to disparity. This makes MPI-based refocusing technically more important for the proposed
framework, as it preserves local geometric precision and provides a stronger basis for later
sparse light field enhancement, novel view synthesis, and 3D reconstruction.

4.4 Frequency-Guided Multi-View Super-Resolution

The next stage of the framework addresses spatial image quality. Super-resolution aims to
reconstruct a high-resolution image from one or more low-resolution observations. In light
field imaging, multiple angular views can provide additional information for super-resolution
because each view observes the scene from a slightly different position. However, this
information must be used carefully. Simply combining many views can introduce errors
because of parallax, occlusion, and reflectance changes.

11



The dissertation proposes a frequency-guided multi-view super-resolution approach. The
method combines spatial reconstruction with frequency-domain residual learning. The spatial
branch reconstructs the main low- and mid-frequency image structure, while the frequency
branch focuses on high-frequency details such as edges, texture, and fine object boundaries.
This design allows the model to recover detail that is often lost during downsampling. The light
field camera array used for multi-view super-resolution reconstruction is shown in Figure 6.

Light field camera array (9 x 9 = 81 views)
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Figure 6. Light field camera array used for multi-view super-resolution reconstruction.

The experimental results demonstrate that light field super-resolution is not improved merely
by increasing the number of angular views. In the thesis, the proposed FFT-guided multi-view
super-resolution achieved its best performance using a compact 9-view angular neighbourhood,
with an average PSNR of 40.58 dB and SSIM of 0.9600, outperforming bicubic interpolation,
single-view CNN super-resolution, and naive multi-view aggregation. This shows that nearby
views provide more geometrically coherent and photometrically consistent information, while
distant views may introduce parallax displacement, angular misalignment, occlusion
inconsistency, and reflectance-related errors. Therefore, the main finding is that the quality,
locality, and angular relevance of selected views are more important than the total number of
views.

The novelty of this work lies in the proposed frequency-guided residual reconstruction strategy,
which does not simply concatenate multiple light field views, but selectively exploits useful
angular information while recovering high-frequency image components such as edges,
textures, and fine structural details. By combining multi-view angular redundancy with FFT-
guided frequency-domain enhancement, the method overcomes the limitations of both single-
image CNN super-resolution and naive multi-view fusion. This makes the proposed approach
technically important for the overall framework, because sharper and structurally richer super-
resolved views provide stronger inputs for subsequent novel view synthesis and dense 3D scene
reconstruction.

12



5. Proposed Framework for Sparse Light Field Enhancement and
Novel View Synthesis

This section presents the complete proposed framework for converting sparse multi-view light
field data into a denser and more useful view representation. It combines camera-pose
estimation, pose-guided interpolation/extrapolation, and CNN-LSTM-based novel view
synthesis to generate additional views for improved 3D scene reconstruction.

5.1 General Structure of the Proposed Pipeline

The proposed framework connects the individual stages into a complete sparse light field
enhancement and reconstruction pipeline. The process starts with sparse multi-view image
acquisition and camera pose estimation. The acquired views are analysed according to surface
reflectance behaviour. Refocusing and super-resolution are then used to improve the quality
and interpretability of the image data. After this, pose-guided view interpolation and
extrapolation generate new camera positions. The CNN-LSTM model synthesizes RGB
images corresponding to those new positions. Finally, the original and synthesized images are
used together for 3D reconstruction. The complete methodology framework for sparse light
field enhancement and novel view synthesis is shown in Figure 7.

Data collection and
preprocessing
!
—[ Camera poses for original views J—
4 A

Generation of novel poses

!
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CNN (ResNet-18)—LSTM model
A J

!

4 Y
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Figure 7. Complete methodology framework for sparse light field enhancement and novel view synthesis.

The proposed framework is modular, which is one of its main technical strengths. The
synthesized views are not optimized for only one reconstruction pipeline, but are generated as
general view-augmentation inputs that can be used by different reconstruction methods. In the
thesis, the same 35-view augmented dataset was evaluated with LLFF, NeRF, DietNeRF, and
3D Gaussian Splatting, showing that the proposed sparse light field enhancement strategy is
not method-dependent. This makes the work important because it introduces a flexible
preprocessing framework that can improve several reconstruction paradigms instead of being
limited to a single neural rendering architecture.

13



The novelty of the framework lies in the joint use of geometry, appearance, and sequential
viewpoint modelling. COLMAP-derived camera poses provide geometric information about
the position and orientation of each view, CNN features describe spatial appearance such as
texture, edges, and scene structure, and the LSTM module learns how visual information
changes along the ordered camera trajectory. By combining these three components, the
proposed method generates novel views that are not only visually plausible but also
geometrically meaningful. This makes the synthesized views useful for reducing angular
sparsity and improving the stability of later 3D reconstruction.

5.2 Pose-Guided View Interpolation and Extrapolation

Novel view synthesis in the proposed framework is not treated as a purely image-based
prediction task, because a reliable unseen view must be consistent with both the visual
appearance of the scene and the camera geometry. Therefore, COLMAP-derived camera poses
are used as geometric priors. Each camera pose contains a translation component, which
defines the camera position in 3D space, and a rotation component, which defines the viewing
direction. For generating an intermediate viewpoint between two neighbouring cameras, the
translation vector is interpolated as:

Tinterp(t) =(1-9)T;+tT;;,1,0<t<1

where T;and T;,; are two neighbouring camera positions and t controls the location of the
synthesized intermediate view. This allows the new camera position to remain geometrically
consistent with the original sparse camera trajectory.

For generating additional views beyond the captured camera sequence, controlled extrapolation
is applied by extending the same pose relation outside the original interval:

Textra(t) = (1 - t)Ti +tTiy, t > 1

This produces new camera positions slightly beyond the original viewing path, increasing
angular coverage while avoiding uncontrolled viewpoint generation. For camera orientation,
quaternion-based interpolation is used instead of simple linear interpolation, because rotations
lie on a nonlinear rotation space. This provides smooth rotational continuity and prevents
unstable camera orientation during novel view generation.

The generated interpolated and extrapolated poses define the exact viewpoints where new RGB
images should be synthesized. These pose parameters are passed into the CNN-LSTM-based
view generation model together with image features extracted from the original views. As a
result, the network does not generate arbitrary images, but produces novel views corresponding
to specific camera positions and orientations. In the final augmented dataset, the original 25
captured views are expanded to 35 views by adding 10 synthesized novel views, thereby
increasing angular density and providing additional geometric and photometric constraints for
3D reconstruction.

5.3 CNN-LSTM-Based Sparse-to-Dense View Generation

The proposed CNN-LSTM architecture combines spatial feature extraction, camera-pose
conditioning, and sequential inter-view modelling. The convolutional part of the network

14



extracts appearance features from the sparse input images, including texture, local contrast,
object contours, and scene structure. However, image features alone are not sufficient for
geometrically consistent novel view synthesis, because the model must also understand where
each input image was captured from and how neighbouring views are ordered along the camera
trajectory.

For this reason, the proposed model integrates camera-pose information with the extracted
CNN features. Camera pose embeddings encode the geometric position and orientation of each
view, while positional encoding represents the order of the views in the sequence. These
components are combined and passed into the LSTM module, which learns the sequential
relationship between neighbouring viewpoints. The composition of CNN features, positional
encoding, and pose embedding for the LSTM input is shown in Figure 8.
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Figure 8. Composition of CNN features, positional encoding, and pose embedding for LSTM input.

The LSTM component is a critical part of the proposed CNN-LSTM framework because sparse light
field images are not isolated observations, but ordered angular samples captured along a camera
trajectory. As the camera moves around the object, neighbouring views exhibit gradual and structured
changes in object position, scale, visibility, occlusion boundaries, and texture distribution. The LSTM
module models these inter-view dependencies by learning how visual information evolves from one
viewpoint to the next. This makes the proposed method technically stronger than a purely CNN-based
approach, because the network does not only extract spatial features from individual images, but also
learns the sequential geometry of the sparse light field.

The novelty of this stage lies in using CNN-based spatial representation together with LSTM-based
angular sequence modelling and camera-pose conditioning to generate geometrically consistent unseen
views. The output is a set of synthesized RGB images corresponding to newly interpolated or
extrapolated camera poses, rather than arbitrary visually generated images. In the dissertation
experiments, this stage expanded the original sparse set of 25 captured views into a denser 35-view
representation by adding 10 CNN-LSTM-generated novel views. These synthesized views increased
angular coverage and provided additional photometric and geometric constraints for LLFF, NeRF,
DietNeRF, and 3D Gaussian Splatting, making the CNN-LSTM module an important bridge between
sparse light field enhancement and dense 3D scene reconstruction.

5.4 Use of Synthesized Views for 3D Scene Reconstruction

The synthesized views are introduced in the thesis as a view-augmentation mechanism for
reducing the under-constrained nature of sparse-view 3D reconstruction. When only the
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original 25 captured views are used, the angular sampling of the scene remains limited, and
reconstruction methods may not receive enough geometric and photometric evidence from all
viewing directions. This can produce incomplete geometry, blurred texture, unstable depth
estimation, weak surface continuity, and artefacts near occlusions or poorly observed regions.
The proposed framework addresses this limitation by generating 10 additional CNN-LSTM-
based novel views and expanding the sparse input from 25 views to 35 views. These
synthesized views reduce angular gaps between neighbouring camera positions and provide
additional constraints that help reconstruction algorithms infer more stable scene geometry and
appearance.

The augmented 35-view representation was tested with four different reconstruction
paradigms: LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting. This is important because
each method reconstructs the scene differently. In LLFF, the added views improve local light
field fusion and make multi-plane image construction more stable. In NeRF, the additional
views provide stronger supervision for radiance-field optimization, improving the estimation
of colour and density along camera rays. In DietNeRF, the synthesized views complement
semantic regularization by adding geometric evidence that sparse semantic constraints alone
cannot fully provide. In 3D Gaussian Splatting, the denser view coverage improves Gaussian
placement, opacity estimation, colour refinement, and surface completeness. Therefore, the
proposed augmentation strategy is not limited to one specific reconstruction model, but works
as a general sparse light field enhancement stage.

The novelty of this stage lies in treating novel view synthesis not only as a visual rendering
task, but as a reconstruction-oriented intermediate representation. The generated views are
pose-guided and sequence-aware, meaning they are synthesized according to interpolated or
extrapolated camera poses and learned angular dependencies from the original sparse sequence.
In the thesis experiments, the improvement from 25 to 35 views was evaluated using SSIM,
PSNR, and LPIPS across multiple scenes, including Fern, Dinosaur, Horn, Bunny, Mouse,
Plant, and Camera Box. The results showed consistent improvement in reconstruction quality,
confirming the main hypothesis of the dissertation: geometrically guided and visually coherent
CNN-LSTM-generated views can increase angular density, strengthen photometric
consistency, and improve dense 3D scene reconstruction under sparse-view conditions.

6. Experimental Verification and Evaluation

This section verifies the proposed framework through quantitative and qualitative experiments
on reflectance classification, refocusing, super-resolution, novel view synthesis, and 3D
reconstruction. The evaluation compares original sparse-view inputs with enhanced and
augmented view sets to demonstrate the technical effectiveness of the proposed methods.

6.1 Reflectance Classification Results

The reflectance classification experiment evaluated whether angular variation can distinguish
Lambertian, non-Lambertian, and partially Lambertian surfaces. The method uses view-
dependent intensity variation as the main cue. Lambertian scenes show relatively stable
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appearance across views, while non-Lambertian scenes show stronger changes due to
specularity, glossiness, transparency, or mixed reflectance.

The angular variance maps in Figure 5 show that intensity variation across views provides
meaningful information about surface behaviour. Scenes with stable diffuse surfaces produce
smoother and lower-variance maps, while scenes with view-dependent materials produce
stronger angular variation. This supports the use of angular variance as a feature for reflectance-
aware characterization. The classification results are summarized in Table 1.

Table 1. Classification results for Lambertian, non-Lambertian, and partially Lambertian scenes.

S. No. Scene Type Precision Recall F1-Score
1. Lambertian 0.81 0.90 0.87
2. Non-Lambertian 0.80 0.70 0.75
3. Partial Lambertian 0.78 0.90 0.83

The results indicate that the proposed angular-variance-based reflectance characterization is
effective for identifying Lambertian and partially Lambertian regions, because these surfaces
maintain relatively consistent radiometric behaviour across neighbouring viewpoints. Their
high recall values show that even with sparse angular sampling, the method can capture stable
diffuse-reflectance patterns and separate them from stronger view-dependent variations. In this
context, low inter-view intensity fluctuation acts as a reliable cue for Lambertian behaviour,
while moderate variation indicates partially Lambertian surfaces where diffuse and non-diffuse
components coexist.

Non-Lambertian classification is technically more challenging because specular highlights,
transparency, glossiness, and other view-dependent effects are often spatially localized and
angle-dependent. Such effects may appear only in a limited subset of views, making their
statistical representation less uniform across the sparse light field. Despite this difficulty, the
experiment demonstrates that sparse angular intensity variation still provides meaningful
reflectance information. This confirms the novelty and importance of using minimal angular
sampling as a lightweight diagnostic stage for predicting surface behaviour before refocusing,
novel view synthesis, and 3D reconstruction.

6.2 Refocusing Results

The refocusing experiment provides a technical comparison between FFT-based and MPI-
based light field refocusing under the same input conditions. Four representative scenes, Box,
Crane, Dino, and Statue, were processed using both methods to evaluate how each approach
preserves focus quality, structural sharpness, and depth-dependent visual information. The
evaluation was performed using no-reference image quality metrics, including entropy,
histogram spread, Laplacian variance, and Tenengrad focus score, as summarized in Table 2.
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Entropy and histogram spread describe the global information distribution and contrast range
of the generated focal stacks, while Laplacian variance and Tenengrad are more sensitive to
high-frequency edge content and gradient strength. The results in Table 2 show that MPI-based
refocusing produces substantially sharper and more structurally consistent focal stacks than
FFT-based refocusing, particularly in scenes with object boundaries, surface discontinuities,
and occlusion regions. This improvement is most evident in the Laplacian and Tenengrad
scores, confirming that the MPI depth-layered representation preserves local geometric detail
and edge fidelity more effectively than global frequency-domain refocusing.

Table 2. Quantitative comparison of FFT-based and MPI-based refocusing using non-reference evaluation

metrics.
Metric FFT MPI
Entropy 7.58 7.54
HistSpread 229.00 242.00
Laplacian 11.76 86.40
Tenengrad 1181.18 2025.57
Entropy 6.11 6.12
HistSpread 167.00 213.00
Crane
Laplacian 6.49 31.83
Tenengrad 195.30 271.03
Entropy 6.73 6.81
HistSpread 176.00 232.00
Laplacian 4.72 44.25
Tenengrad 521.04 1253.75
Entropy 6.49 6.49
HistSpread 131.00 180.00
Statue
Laplacian 3.46 116.63
Tenengrad 283.87 715.96

MPI-based refocusing is more suitable for scenes with strong local structure, occlusion
boundaries, and depth discontinuities because it represents the scene as a set of depth-
dependent layers rather than applying one global frequency-domain transformation. In the MPI
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approach, each plane corresponds to a particular disparity or depth range, and the image content
is warped and composited according to this layered geometry. This allows foreground and
background regions to be handled separately, so object edges and occlusion transitions remain
sharper during refocusing.

MPI-based refocusing is a novel and important component of the proposed sparse light field
enhancement pipeline because it introduces an explicit depth-layered representation instead of
relying only on global focal transformation. In this approach, the scene is decomposed into
multiple depth planes, where each plane stores colour and opacity information and is rendered
according to its estimated disparity. This makes the refocusing process more geometry-aware,
allowing foreground and background regions to be handled more independently. As a result,
MPI-based refocusing preserves object boundaries, occlusion transitions, surface contours, and
local structural details more effectively than FFT-based refocusing, which can produce
smoother but less locally precise focal stacks. The efficiency and importance of the MPI
approach lie in its ability to generate high-fidelity focal stacks that are not only visually sharper
but also more suitable for later super-resolution, novel view synthesis, and dense 3D
reconstruction.

6.3 Super-Resolution Results

The super-resolution stage is designed as a frequency-guided multi-view enhancement module
that explicitly uses angular redundancy from neighbouring light field views to recover spatial
details lost in low-resolution observations. Unlike bicubic interpolation, which only estimates
missing pixels through local smoothing, and unlike single-view CNN super-resolution, which
processes each image independently, the proposed method exploits complementary
information available across multiple viewpoints. This is important for the overall pipeline
because sharper and structurally richer input views provide stronger visual evidence for the
later stages of novel view synthesis and 3D reconstruction.

The novelty of the proposed FFT-guided multi-view super-resolution method lies in combining
angular information with frequency-domain residual reconstruction instead of simply stacking
or averaging multiple views. Naive multi-view aggregation can introduce parallax-related
distortions when neighbouring views are not properly handled, whereas the proposed approach
focuses on recovering high-frequency image components such as edges, fine textures, and local
structural details. The evaluation on Box Data, Cotton Statue, and Multiple Objects confirms
that this strategy produces the best quantitative performance among the compared methods, as
shown in Table 3. This demonstrates that frequency-guided angular fusion is a technically
important step for improving sparse light field quality before CNN-LSTM-based novel view
synthesis and dense 3D reconstruction.

The results in Table 3 show that the proposed FFT-guided multi-view super-resolution method
achieves the best overall performance with a compact 9-view angular neighbourhood,
reaching an average PSNR of 40.58 dB and SSIM of 0.9600. This clearly outperforms bicubic
interpolation, single-view CNN super-resolution, and all naive multi-view configurations. The
improvement over the single-view CNN confirms that the method successfully uses
complementary angular information from neighbouring light field views, while the
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improvement over naive multi-view aggregation shows that simple stacking or averaging of
multiple views is not sufficient for high-quality super-resolution.

Table 3. Quantitative comparison of bicubic interpolation, single-view CNN, naive multi-view super-resolution,
and the proposed FFT-guided multi-view method.

PSNR PSNR Avg.
Views Bﬁ:ﬁg) Cotton Multiple PSNR
(dB) (dB) (dB)
Bicubie 1 33.42 43.69 35.44 37.52 0.9381
Interpolation
Single-View CNN 1 34.93 43.76 36.08 38.26 0.9437
Naive MV SR 9 34.12 43.65 35.51 37.76 0.9376
Naive MV SR 25 34.08 43.69 34.64 37.47 0.9378
Naive MV SR 49 33.89 42.84 34.82 37.19 0.9351
Naive MV SR 81 33.99 43.16 34.61 37.25 0.9349
LB 9 37.50 45.36 38.88 40.58 0.9600
(Proposed)
FFT-MV SR 25 36.95 45.16 38.14 40.08 0.9560
(Proposed)
FFT-MV SR 49 37.05 4521 38.17 40.14 0.9560
(Proposed)
FFT-MV SR 81 37.27 45.25 38.43 40.32 0.9575
(Proposed)

The main novelty demonstrated by these results is that effective light field super-resolution
depends on structured angular selection and frequency-guided residual reconstruction,
not on using the maximum number of available views. The 9-view configuration performs
better than 25, 49, or 81 views because nearby views provide stronger geometric and
photometric consistency, while distant views can introduce parallax, occlusion differences, and
reflectance inconsistency. Therefore, the proposed method improves high-frequency recovery,
edge sharpness, texture preservation, and structural detail, making the enhanced views more
reliable for the later CNN-LSTM-based novel view synthesis and dense 3D reconstruction
stages.
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6.4 Novel View Synthesis Results

The novel view synthesis experiment evaluates the proposed CNN-LSTM model as a pose-
conditioned sparse-to-dense light field generation module. Seven scenes, namely Plant,
Camera Box, Mouse, Fern, Horn, Dinosaur, and Bunny, were used to verify the behaviour of
the model across different geometric structures, object textures, and visibility conditions. For
each scene, the original sparse input consisted of 25 captured views, and 10 additional camera
viewpoints were generated through pose-guided interpolation and extrapolation, producing a
35-view augmented representation.

The CNN component extracts spatial appearance features from the available images, while the
LSTM component models sequential angular dependencies along the camera trajectory,
allowing the network to learn how texture, occlusion, scale, and object visibility evolve
between neighbouring views. The generated images were evaluated visually and quantitatively
against available reference views, and the results show that the proposed model preserves
structural continuity, viewpoint-consistent appearance, and local geometric coherence across
different scenes. The comparison between CNN-LSTM-generated views and ground truth
images is shown in Figure 9, confirming that the generated novel views are not arbitrary visual
predictions but pose-aware synthesized observations suitable for later 3D reconstruction.

The stronger synthesis performance observed in scenes such as Mouse, Camera Box, and
Bunny is important because these scenes contain comparatively stable geometry, clearer object
silhouettes, and more consistent inter-view correspondences. Under such conditions, the CNN—
LSTM model can more effectively learn the mapping between camera displacement and image-
domain changes, including gradual texture shift, contour deformation, and visibility variation.
In contrast, the Dinosaur scene is more challenging because it contains stronger geometric
complexity, more severe occlusion changes, and higher local texture variation, which makes
the prediction of unseen viewpoints less constrained. Even in such difficult cases, the generated
views remain valuable because they increase angular coverage and reduce sparse-view gaps,
which is the main requirement for improving downstream reconstruction.

The novelty of this stage lies in treating novel view synthesis as a pose-conditioned sequential
light field densification problem, rather than as a simple image-to-image prediction task. The
method combines CNN-based spatial feature extraction with LSTM-based angular sequence
modelling and camera-pose guidance. This means that the network does not only learn what
the scene looks like, but also how its appearance evolves as the camera moves along the
viewpoint trajectory. The strong result on the Mouse dataset, with PSNR = 30.28 dB, SSIM =
0.873, and LPIPS = 0.215, confirms that the proposed model can preserve both pixel-level
fidelity and perceptual similarity while maintaining geometric consistency between
neighbouring views.
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Fern Horn Dino

Plant
Scene PSNR [dB] SSIM LPIPS
Bunny 26.44 0.860 0.253
Plant 24.62 0.750 0.401
Fern 26.34 0.850 0.350
Mouse 30.28 0.873 0.215
Horn 23.10 0.740  0.202
Camera box 2775 0.852 0.218
Dino 20.30 0.686 0.576

Mouse

Figure 9. CNN-LSTM-generated novel views compared with corresponding ground truth images.

The efficiency and importance of the method come from its ability to generate useful additional
observations from only a sparse set of captured images. Instead of physically acquiring many
more views, the proposed CNN-LSTM framework synthesizes 10 additional novel views
from the original 25-view input, creating a denser 35-view representation. This makes the
method different from conventional interpolation or purely convolutional synthesis
approaches, because it explicitly uses camera-pose information and sequential viewpoint
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dependency. Therefore, the generated images are not only visually plausible outputs, but
reconstruction-oriented intermediate views that provide additional photometric and geometric
constraints for the later LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting reconstruction
stages.

The efficiency and importance of the method come from its ability to generate useful additional
observations from only a sparse set of captured images. In the dissertation experiments, the
proposed CNN-LSTM framework synthesizes 10 additional novel views from the original 25-
view input, creating a denser 35-view representation; however, the method is not theoretically
limited to generating only 10 views. The number of synthesized views can be adapted
according to scene complexity, object distribution, viewpoint overlap, and angular sparsity. For
a simple scene with one dominant object and strong overlap between neighbouring views,
fewer generated views may be sufficient, while more complex scenes with multiple objects,
stronger occlusion changes, larger camera baselines, or weaker inter-view overlap may require
a denser set of synthesized viewpoints. This makes the method different from conventional
interpolation or purely convolutional synthesis approaches, because it explicitly uses camera-
pose information and sequential viewpoint dependency. Therefore, the generated images are
not only visually plausible outputs, but reconstruction-oriented intermediate views that provide
additional photometric and geometric constraints for later LLFF, NeRF, DietNeRF, and 3D
Gaussian Splatting reconstruction stages.

6.5 Three-Dimensional Reconstruction Results

The final reconstruction experiment evaluates the reconstruction-oriented value of the CNN—
LSTM-generated views by comparing two input configurations: the original sparse 25-view set
and the augmented 35-view set composed of 25 captured views plus 10 synthesized novel
views. This comparison was performed across four representative reconstruction paradigms:
LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting, which differ in the way they model scene
geometry and appearance. LLFF reconstructs local light field representations, NeRF optimizes
a continuous volumetric radiance field, DietNeRF extends sparse-view reconstruction through
semantic consistency, and 3D Gaussian Splatting represents the scene using explicit Gaussian
primitives. By evaluating the same augmented view strategy across these different methods,
the thesis demonstrates that the proposed view generation is not model-specific, but functions
as a general sparse-view densification mechanism. For LLFF, the comparison between 25-view
and 35-view reconstruction is shown in Figure 10, where the additional synthesized views
improve angular continuity, reduce sparse-view artefacts, and support more stable local light
field fusion.

The LLFF results are important because LLFF depends strongly on local angular consistency
and neighbouring-view information for constructing reliable local light field representations.
With only 25 sparse views, the angular gaps between cameras can produce interpolation
artefacts, blurred regions, and incomplete local structure, especially around object boundaries
and weakly observed areas. After adding the CNN-LSTM-generated views, the 35-view
reconstruction provides denser angular support, allowing LLFF to perform more stable local
view fusion and preserve scene structure more effectively in the highlighted regions.
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LLFF Ground Truth Reconstruction (25 views)  Reconstruction (35 views) Ground Truth (detail)

Camera box

Mouse

Figure 10. LLFF reconstruction comparison using 25 original views and 35 views consisting of 25 original views
and 10 synthesized views.

The difference from conventional LLFF usage is that the improvement does not come from
physically capturing more images, but from the proposed pose-guided and sequence-aware
view augmentation stage. The synthesized views act as additional intermediate observations
between sparse camera positions, reducing angular discontinuity and improving photometric
consistency before LLFF reconstruction. This makes the proposed method novel because it
transforms LLFF from a purely sparse-input reconstruction pipeline into an augmented
reconstruction framework where learned novel views strengthen local geometry, texture
continuity, and structural completeness.

For NeRF, the reconstruction comparison is shown in Figure 11, where the 25-view
reconstruction is compared with the augmented 35-view reconstruction and the ground truth.
The added CNN-LSTM-generated views provide stronger radiance-field supervision,
improving structural consistency, texture sharpness, and reconstruction completeness.
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NeRF

Plant

Camera box

Mouse

Fern

Horn

Dinosaur

Bunny

Figure 11. NeRF reconstruction comparison using 25 original views, 35 augmented views, and ground truth.

The NeRF results show that the CNN-LSTM-generated views improve radiance-field
optimization by providing additional viewing rays and stronger photometric supervision during
reconstruction. With only 25 sparse input views, the NeRF optimization is under-constrained,
which can lead to blurred texture, unstable density estimation, incomplete geometry, and
weaker consistency in regions observed from limited angles. After augmenting the dataset to
35 views, the additional synthesized observations reduce angular gaps and provide more
constraints for estimating colour and density along camera rays. As a result, the reconstructed
scene becomes sharper, more structurally complete, and more consistent with the ground truth,
demonstrating that the proposed view augmentation strengthens NeRF performance under
sparse-view conditions.

The reconstruction comparison using 3D Gaussian Splatting is shown in Figure 12, where the
original 25-view input is compared with the augmented 35-view configuration. The additional
CNN-LSTM-generated views provide denser angular observations, which support more
reliable Gaussian placement, opacity estimation, and view-dependent colour refinement. As a
result, the reconstructed scene shows improved surface completeness, better preservation of
local details, and stronger visual consistency across viewpoints.
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3DGS Ground Truth Reconstruction (25 views) Reconstruction(35 views)  Ground Truth (detail)

Plant

Camera box

Mouse

Fern

Horn

Dinosaur

Bunny

Figure 12. 3D Gaussian Splatting reconstruction comparison using 25 original views, 35 augmented views, and
ground truth.

The 3D Gaussian Splatting results demonstrate that the proposed view augmentation improves
reconstruction by providing denser angular evidence for optimizing explicit Gaussian
primitives. In the sparse 25-view configuration, limited viewpoint coverage can cause
incomplete surfaces, unstable opacity estimation, inaccurate Gaussian placement, and loss of
detail in weakly observed regions. By extending the input to 35 views with CNN-LSTM-
generated novel viewpoints, the reconstruction receives additional photometric constraints
from intermediate camera positions. These constraints support better spatial distribution,
opacity, covariance, and colour refinement of the Gaussian elements, resulting in improved
geometric completeness, sharper local structures, and more consistent view-dependent
appearance.

The DietNeRF reconstruction comparison is shown in Figure 13, where sparse reconstruction
from the original 25-view input is compared with the augmented 35-view configuration.
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DietNeRF is specifically designed to improve sparse-view NeRF reconstruction by introducing
semantic consistency regularization; however, semantic constraints alone cannot fully recover
missing geometric evidence when angular sampling is limited. In the proposed framework, the
CNN-LSTM-generated views provide additional pose-guided photometric observations,
which complement DietNeRF’s semantic regularization by reducing viewpoint gaps and
strengthening multi-view consistency.

DietNeRF  Ground Truth reconstruction (25 views)  reconstruction (35 views)  Ground Truth (detail)

Plant

Camera box

Mouse

Fern

Horn

Dinosaur

Bunny

Figure 13. DietNerf reconstruction comparison using 25 original views, 35 augmented views, and ground truth.

As a result, the 35-view reconstruction shows improved structural completeness, reduced
sparse-view artefacts, and better perceptual similarity compared with the 25-view
reconstruction.

The quantitative comparison across SSIM, PSNR, and LPIPS is shown in Figure 14,
summarizing the reconstruction performance of LLFF, NeRF, DietNeRF, and 3D Gaussian
Splatting under both 25-view and 35-view input configurations. These three metrics provide a
complementary evaluation of reconstruction quality: SSIM measures structural similarity and
preservation of image organization, PSNR evaluates pixel-level reconstruction fidelity, and
LPIPS measures perceptual similarity based on deep feature differences. Therefore, the
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comparison in Figure 15 does not only show numerical improvement, but also demonstrates
that the proposed CNN-LSTM-based view augmentation improves reconstruction at structural,
photometric, and perceptual levels. The consistent improvement across different reconstruction
methods confirms that the generated views provide useful additional constraints for sparse-
view 3D reconstruction rather than benefiting only one specific model.

PSNR T SSIM 1 LPIPS |
Fern Fern Fern
Dinosaur Dinosaur Dinosaur
Horn Horn Horn
Method (NumIMGs)
LLFF 25
Bunny Bunny Bunny B LLFF 35
NeRF 25
B NeRF 35
3DGS 25
I 3DGS 35
dNeRF 25
Mouse Mouse Mouse B dNeRF 35
Plant Plant Plant
Camera box Camera box Camera box
0 10 20 30 40 00 02 04 06 08 10 00 02 04 06 08
PSNR SSIM LPIPS

Figure 14. Quantitative comparison of SSIM, PSNR, and LPIPS metrics across seven objects for LLFF, NeRF,
3D Gaussian Splatting, and DietNeRF using 25 and 35 input views.

The SSIM results presented in Table 4 compare the structural similarity obtained from the
original 25-view input and the augmented 35-view input across all tested scenes and
reconstruction methods, including LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting. The
table demonstrates that the inclusion of CNN-LSTM-generated novel views improves the
preservation of structural information, object boundaries, and local scene geometry. This
confirms that the augmented view set provides stronger multi-view consistency and helps
reconstruction methods produce outputs that are structurally closer to the reference images.
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Table 4. SSIM results for 25 and 35 views compared to ground truth.

LLFF NeRF 3DGS DietNeRF

SSIM 1 25 35 25 35 25 35 25 35
Camera box 0.541 0.743 0.3196  0.5231  0.5068  0.5231 0.346 0.566
Plant 0.282 0.732 0.2610 03063  0.4744  0.5529 0.559 0.582
Mouse 0.476 0.736 0.7407 09938 0.8456 0.9712 0.448 0.632
Bunny 0.7448  0.7803  0.8047 0.8121  0.7383  0.8505 0.712 0.802
Horn 0.4756  0.5117  0.4245  0.5291  0.6245  0.7007 0.241 0.571
Dinosaur 0.6718  0.7462  0.4550  0.4930  0.6996  0.7321 0.244 0.672
Fern 0.5538 05730  0.4633  0.9026 0.7013  0.7561 0.612 0.640
Average 0.534 0.688 0.4951 0.6514  0.6557  0.7266 0.451 0.637

The PSNR results presented in Table 5 compare the pixel-level reconstruction fidelity obtained
from the original 25-view input and the augmented 35-view input across all tested scenes and
reconstruction methods, including LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting. The
table shows that adding CNN-LSTM-generated novel views improves the numerical similarity
between reconstructed images and reference images by reducing reconstruction error. This
confirms that the augmented view set provides stronger photometric constraints and helps the
reconstruction methods recover sharper, more accurate, and visually faithful scene

representations.
Table 5. PSNR results for 25 and 35 views compared to ground truth.
LLFF NeRF 3DGS DietNeRF

PSNR 1 25 35 25 35 25 35 25 35
Camera box 30.9 324 11.3832 19.1391 18.5837 20.1291 14.370  20.000
Plant 20.97 30.09 159525 17.7925 17.433 18.8711 22.013 23.382
Mouse 29.03 33.11  26.1406 45.5864 36.2569 40.2660 18.898 24911
Bunny 17.24 20.09  20.1194 20.5242 13.1016 21.4247 19.594 24.631
Horn 11.869 14.274 15.2894 18.8414 18.7915 21.3606 12.755 22.923
Dinosaur 18.263  22.467 15.3124 18.5207 19.9847 20.0958 12.184 23.124
Fern 16.041 17.774 12.1658 32.3443 20.3699 22.000 22.471 23.323
Average 20.616 24315 16.623 24.678 20.503 23.449 17.469 23.184

The LPIPS results presented in Table 6 compare the perceptual reconstruction quality obtained
from the original 25-view input and the augmented 35-view input across all tested scenes and
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reconstruction methods, including LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting. Since
lower LPIPS values indicate higher perceptual similarity to the reference images, the reduction
in LPIPS confirms that the CNN-LSTM-generated novel views improve visual realism and
reduce perceptual distortion. This demonstrates that the augmented view set supports not only
structural and pixel-level improvement, but also more natural and visually consistent 3D

reconstruction.
Table 6. LPIPS results for 25 and 35 views compared to ground truth.

LLFF NeRF 3DGS DietNeRF
LPIPS | 25 35 25 35 25 35 25 35
Camerabox  0.168 0.101 0.7556  0.1096  0.1196 0.1096  0.458 0.196
Plant 0.148 0.135  0.3361 0.2962 0.4706 0.3756  0.399 0.363
Mouse 0.388 0.045 0.0705  0.0053 0.0825 0.0694  0.555 0.339

Bunny 0.2303  0.1684 0.2209 0.1794 0.3441 0.2935 0.354 0.268
Horn 0.8955 0.8329  0.3637 0.2292 0.5167 0.4074  0.776 0.584
Dinosaur 0.5265 0.4818  0.3321 03043 0.4142 0.3655 0.759 0.429
Fern 0.7177  0.6698  0.8934 0.1564 0.3999 0.3393 0.516 0.510

Average 04391 0.3477 04246 0.1829 0.3353  0.2800 0.545 0.384

The reconstruction results confirm the main conclusion of the dissertation. Adding CNN—
LSTM-generated novel views improves sparse-view reconstruction across multiple
reconstruction methods and across all three evaluation metrics. The improvement is visible in
structural similarity, pixel-level fidelity, and perceptual quality.

7. Critical Evaluation and Synthesis of the Experimental Results

Within this architecture, the adaptive acquisition stage delivers angularly diverse, calibrated
observations of the scene. The reflectance analysis stage partitions the scene into
photometrically stable and view-dependent regions, providing a reliability prior for
downstream processing. The MPI-based refocusing stage furnishes a depth-selective
representation of the captured light field, while the frequency-guided super-resolution stage
restores high-frequency spatial content attenuated by sparse sampling. The pose-conditioned
CNN-LSTM synthesis stage then generates geometrically consistent intermediate views that
directly mitigate angular sparsity, and the final reconstruction stage empirically validates that
these synthesized views yield measurable gains in three-dimensional reconstruction quality.

The experimental findings substantiate each stage individually. The reflectance analysis
established that angular radiance variance constitutes a discriminative criterion for classifying
Lambertian, non-Lambertian, and partially Lambertian surfaces a consequential result, given
that most reconstruction algorithms presuppose angular photo-consistency. The refocusing
experiments demonstrated that multiplane-image-based refocusing preserves in-focus
sharpness, object boundaries, and occlusion structure with markedly higher fidelity than its
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Fourier-domain counterpart. The super-resolution experiments showed that frequency-guided
multi-view fusion consistently outperforms bicubic interpolation, single-view CNN
reconstruction, and naive multi-view aggregation in terms of both PSNR and SSIM.

The novel view synthesis experiments confirmed that pose-conditioned CNN-LSTM
modelling generates photometrically and geometrically coherent novel views from sparse input
trajectories. The subsequent reconstruction experiments established the practical utility of these
views: augmenting the original 25-view configuration to 35 views yielded consistent
quantitative improvements across four representative reconstruction paradigms LLFF, NeRF,
DietNeRF, and 3D Gaussian Splatting spanning both implicit neural and explicit point-based
scene representations.

A principal insight emerging from this work is that view cardinality alone is an insufficient
determinant of reconstruction quality; view fidelity, pose consistency, angular coherence, and
reflectance behaviour are equally decisive factors. In the super-resolution experiments, the
optimal result was attained with a structured neighbourhood of 9 views rather than the full 81-
view aperture, and in the reconstruction experiments, the synthesized views proved beneficial
precisely because they were generated in a pose-guided, sequence-aware manner. Collectively,
these findings establish that principled, geometry-aware angular augmentation is
fundamentally more valuable than indiscriminate view accumulation.

8. Contributions to Practice and to the Development of the
Scientific Discipline

The dissertation makes several original contributions to computational imaging, sparse light
field processing, novel view synthesis, and 3D scene reconstruction.

e The first contribution is a reflectance-aware analysis method for sparse light field data,
which characterizes surface behaviour from minimal angular sampling. By analysing
angular intensity variation across the available views, the method classifies scene
regions as Lambertian, partially Lambertian, or non-Lambertian. This classification
serves as a reliability prior for the subsequent stages of the pipeline: it identifies regions
where view-dependent effects violate photo-consistency assumptions and where
synthesized views must therefore be treated with reduced confidence during
reconstruction.

e The second contribution is an experimental finding from a systematic evaluation of
computational refocusing strategies for sparsely sampled light fields: multiplane-image
(MPI-based) refocusing consistently outperforms Fourier-domain (FFT-based)
refocusing across all evaluated criteria. Owing to its explicit depth-layered scene
decomposition, the MPI representation preserves in-focus sharpness, object boundaries,
and occlusion structure with markedly higher fidelity, whereas FFT-based refocusing,
as a global frequency-domain operation, systematically sacrifices local detail and blurs
depth edges. This finding establishes MPI-based refocusing as the method of choice for
high-fidelity focal stack generation from sparse light fields and directly motivated its
adoption in the subsequent stages of the framework.
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The third contribution is a frequency-guided multi-view super-resolution method that
fuses high-frequency residual information across structured angular neighbourhoods to
recover spatial detail attenuated by sparse acquisition. The evaluation demonstrates that
resolution enhancement is achieved not by maximizing the number of fused views but
by principled view selection: angularly proximate neighbouring views provide stronger
and more coherent high-frequency constraints than naive fusion of all available views,
which can introduce misregistration artefacts.

The fourth contribution is a pose-conditioned CNN-LSTM framework for sparse-to-
dense novel view generation. The architecture is explicitly matched to the structure of
the problem: convolutional encoders extract per-view spatial features, camera-pose
embeddings with positional encoding anchor each view in the acquisition geometry,
and the recurrent LSTM stage models the sparse views as an ordered sequence along
the camera trajectory, enforcing inter-view photometric and geometric coherence. The
resulting synthesized views are consistent with the underlying camera path rather than
being independent per-view interpolations.

The fifth contribution is the empirical validation that such synthesized views can
function as effective additional training constraints for downstream 3D reconstruction
a non-trivial result, since poorly generated views could equally propagate artefacts and
degrade the reconstruction. Augmenting 25 captured views with 10 synthesized views
to form 35-view training sets yielded consistent quantitative improvements higher
SSIM and PSNR, lower LPIPS across four representative reconstruction pipelines
(LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting), spanning both implicit neural
and explicit point-based scene representations.

The sixth contribution is the design of adaptive multi-camera acquisition architectures
tailored to sparse light field capture. These configurations, developed and evaluated in
simulated environments, support flexible and reconfigurable viewpoint placement and
provide a practical hardware foundation for future acquisition systems in which dense,
fixed camera arrays are impractical.

From an applied perspective, the proposed framework targets scenarios in which dense
physical acquisition is costly, physically constrained, or operationally infeasible. Relevant

application domains include immersive communication and telepresence, virtual and
augmented reality content creation, robotic vision and autonomous perception,
computational photography, and the digitisation of objects and scenes for 3D modelling
and cultural heritage preservation.
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Conclusion

This dissertation presented an adaptive computational imaging framework for sparse light field
modelling, neural view synthesis, and dense 3D scene reconstruction. The central problem
addressed was the degradation of reconstruction quality under sparse multi-view acquisition,
where limited angular sampling leads to incomplete scene coverage, aliasing in the angular
domain, and weakly constrained geometry estimation. The proposed framework mitigates these
limitations through a sequence of complementary stages: reflectance-aware scene analysis,
multiplane-image-based computational refocusing, frequency-guided spatial super-resolution,
pose-guided novel view synthesis using a CNN-LSTM architecture, and augmented sparse-
view 3D reconstruction.

The experimental results support the central hypothesis of this work: that sparse light field
representations can be meaningfully enhanced when the missing angular information is
explicitly modelled rather than merely interpolated. The reflectance analysis stage enables the
detection of non-Lambertian surface behaviour from minimal angular sampling, identifying
regions where view-dependent effects violate the photo-consistency assumptions underlying
downstream reconstruction, and thereby informing where synthesized views can be trusted.
The MPI-based decomposition provides synthetic-aperture refocusing and depth-selective
focus control, allowing high-fidelity focal stacks to be generated without dense angular capture.
The Fourier-domain, frequency-guided super-resolution stage recovers high-frequency spatial
detail that is attenuated by sparse sampling, improving the per-view image quality that the
synthesis network is conditioned on. Building on these refined inputs, the CNN-LSTM view
synthesis model exploits sequential inter-view dependencies together with explicit camera-
pose guidance to generate geometrically consistent intermediate views, directly reducing the
angular gaps in the captured light field.

The final reconstruction experiments quantify the practical value of this augmentation.
Extending the original 25 captured views with 10 synthesized views to form 35-view training
sets yielded consistent quality gains across four representative reconstruction pipelines —
LLFF, NeRF, DietNeRF, and 3D Gaussian Splatting — spanning both implicit neural and
explicit point-based scene representations. On average, SSIM and PSNR increased while the
LPIPS perceptual distance decreased, indicating improvements in both signal fidelity and
perceptual realism. These results demonstrate that synthesized views, when generated under
camera-pose guidance and sequential inter-view modelling, act as useful additional
photometric and geometric constraints for sparse-view reconstruction rather than as redundant
or noise-amplifying inputs. At the same time, the analysis showed that the magnitude of the
gain depends on the geometric consistency of the synthesized views with the estimated camera
poses; inconsistent synthesis can propagate hallucinated content into the reconstruction, which
defines a clear boundary condition for the applicability of the method and a direction for future
work.
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